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Abstract. The integration of Generative Artificial Intelligence (GenAl) into le-
gal workflows introduces a series of challenges. This paper outlines Jusbra-
sil’s experience on handling these complexities while developing solutions for
the legal domain. We identify four critical challenge categories: legal corpus
acquisition and preprocessing, exploration of Large Language Models (LLM),
context grounding, and evaluation methodologies. Our solutions include fine-
tuning domain-specific models for the Portuguese legal domain, combining tra-
ditional Machine learning, semantic retrieval systems, and prompt engineering
techniques. These are complemented by a human-in-the-loop approach and an
LLM-as-judge evaluation methodology for tasks assessment.

1. Introduction

The integration of Generative Artificial Intelligence (GenAl) into legal workflows pre-
sents a transformative opportunity for innovation, yet it is plagued with persistent chal-
lenges that demand careful attention. Legal texts are complex and voluminous, posing
unique difficulties for Natural Language Processing (NLP), Information Retrieval (IR),
and Machine Learning (ML) systems. At Jusbrasil, these challenges intersect daily with
practical considerations around data acquisition, privacy safeguards, and model grounding
issues that remain open across both academic research and real-world deployments.

As Large Language Models (LLMs) gain traction, a new class of questions has
emerged: How should legal tasks be grounded in accurate context? What trade-offs exist
between fine-tuning, retrieval-augmented generation, and prompt engineering? And how
can we reliably evaluate LLM outputs, given their variability and the interpretive nature
of law? This paper provides a focused overview of these challenges through the lens of
Jusbrasil’s experience, outlining the technical, ethical, and evaluative hurdles that shape
the future of GenAl in the legal domain.

The paper is organized as follows: the Section 2 highlights key challenges faced
when developing GenAl solutions for tasks in the Legal Domain. Section 3 presents an
overview of applications developed by Jusbrasil’s teams, outlining the strategies, techni-
ques and models explored to address these challenges. Section 4 concludes the work and
discusses the future perspectives regarding the application of GenAl in the Legal field.

2. Challenges in Applying Generative Al to Legal Texts

This section highlights key challenges encountered by Jusbrasil’s teams while working
with Legal Documents and GenAl. Although these challenges are well known by the
Natural Language Processing, Artificial Intelligence, and Databases communities, they
remain central to advancing legal problem-solving.



Legal Corpus Acquisition and Preprocessing The challenge begins with crawling and
organizing publicly available legal information on the Web. The sources are diverse and
their underlying structure changes frequently, requiring incessant maintenance and adap-
tation. The legal domain is characterized by large documents, including laws, lawsuits,
doctrines, and statutes. These documents vary widely in formats and structures, often
lacking consistency across jurisdiction or institutions. Their metadata should be retrieved
and stored, while their content must be parsed, cleaned and decoded to enable downstream
tasks such as classification, knowledge discovery, semantic analysis, or retrieval. Despite
the effort to clean and decode these documents, it is common that some noisy text re-
mains. These inconsistencies require domain-aware heuristics or adaptive preprocessing
pipelines to ensure data reliability across diverse legal corpora.

Large Language Models and Data Privacy Applying foundational models to diverse
tasks is increasingly appealing due to their strong performance across domains. However,
their deployment requires careful consideration beyond mere task completion, particularly
around data governance, operational risks, and output reliability. A critical consideration
is related to the proprietary nature of most foundational models [Bommasani et al. 2022].
Hence, the decision of sending sensitive corporate or personal data to them demands
caution, given the lack of transparency around internal processes and data handling.

Grounding Legal Tasks: Prompting and Context Curation Legal documents are no-
toriously lengthy and complex, representing a challenge regardless the large context win-
dow size of even the most advanced LLMs. Passing an entire lawsuit as input to an LLM
its not the best practice, important information can be ignored in favor of irrelevant in-
formation, leading to suboptimal performance on the target task. Also, the more complex
the task to perform, more elaborated instructions, including domain-specific definitions
and constraints, should be passed in the prompts. Prior work [Liu et al. 2025] has shown
that long instructions generally improve tasks performance. However, LLMs continue to
struggle with domain-specific legal tasks, particularly when the input context is noisily
or poorly structured. When the input context is low in quality or contains noise, models
may fail to recognize key facts, misplace attention, and ultimately generate unreliable or
misleading results.

GenAl Evaluation Evaluating the text generated by language models requires new ap-
proaches that differ significantly from those used on traditional Machine Learning pi-
pelines. While conventional MLL workflows mostly rely on large benchmarks datasets
curated by human experts and well-established performance metrics, assessing outputs
from LLMs present unique challenges. Nowadays, the presence of human-in-the-loop
evaluation has become essential to detect factual errors, inconsistencies, response com-
pleteness, and even mismatch in tone and style to ultimately suggest improvements to
LLM-based solutions. The Legal domain is inherently interpretive, with most tasks al-
lowing for multiple perspectives and evolving over time. These aspects make it difficult
to curate benchmark datasets for automatic evaluation of models and pipelines. Another
open challenge is measuring the performance of generative Al applications since these
models are built to contain some degree of stochasticity. Even with fixed parameters or



seeds, outputs can vary across runs. Additionally, because legal tasks rely on natural lan-
guage reasoning, there are often a number of ways to answer the same question or reach a
conclusion. As a result, traditional metrics fall short in capturing the nuanced quality and
reliability of these systems in legal contexts.

3. GenAlI Applications: Use cases

This section describes some of the use cases of GenAl at Jusbrasil, highlighting the di-
verse techniques employed to solve the previously identified challenges.

3.1. Fine-tuning, Prompting and Hallucination Management

Regarding data privacy concerns, the need to reduce dependency on third-party models,
and the challenges LL.Ms face in handling nuanced tasks within highly specialized do-
mains, Jusbrasil’s standard procedure is to develop proprietary models and in-house so-
lutions tailored to the legal domain, preventing data leaks and unauthorized exposure. At
Jusbrasil, sensitive data is handled with the highest level of diligence including robust
anonymization practices and a strong security infrastructure. Additionally, we continu-
ously assess model outputs to ensure factual consistency, fairness, and alignment with
domain-specific requirements.

In the last years, Jusbrasil has fine-tuned various versions of language models.
Among the fine-tuned models are BERT [Devlin et al. 2019], T5 [Raffel et al. 2020],
GPT [OpenAl 2024] models, and different versions of Sabia [Pires et al. 2023,
Abonizio et al. 2025] in partnership with maricata.ai'. jusBERTo, Jusbrasil’s proprietary
model fine-tuned on legal text, is used internally for tasks such as query embedding and
semantic search. In parallel, a customized version of T5 has been fine-tuned to generate
search queries from document passages [Nogueira et al. 2019]. GPT models were fine-
tuned to perform a range of tasks, including explaining legal content in clear, accessible
language suitable for non-specialist audiences. Additionally, multiple variants of Sabia,
trained on legal corpora and tasks, have seen widespread adoption across several Jusbrasil
products in recent months.

A fine-tuned model is capable of better capturing specificity of the language in
which it is being trained on. Although foundation models [Bommasani et al. 2022] have
frequently and consistently augmented they training data, English still represents a large
portion of the training data. By fine-tuning our own models with our own data allows bet-
ter understanding of the Portuguese language. Additionally, this approach also enhances
the model’s ability to recognize complex legal terminology, domain-specific expressions,
and specialized jargon. It is possible to fine-tune an LLM to perform specific tasks such
as classification, information extraction, summarization, or question answering. For these
structured tasks, the fine-tuned model may not rely heavily on prompt engineering, as the
expected outputs are typically well-defined and aligned with task requirements. Howe-
ver, prompt engineering remains crucial for more complex tasks that involve reasoning,
open-ended generation, or nuanced text completion.

Despite the expanded context windows of recent models, feeding entire docu-
ments into a prompt may be a suboptimal strategy. As shown in previous research

"https://www.maritaca.ai/



[Liu et al. 2024] important information can be missed or instructions might be ignored
depending on their placement within the prompt. Also, unusual words or odd characters
in the text can cause hallucination. A more effective strategy consists in shortening the
task scope, chunkenize the document, or extract strategic pieces of information to filter
the text before sending it to the prompt.

Developing a domain-specific chunking strategy is essential for preserving the in-
tegrity of legal text inputs. Standard algorithms often split citations or legal references,
like statute numbers or case law pairings, disrupting meaning and introducing noise. At
Jusbrasil, our custom chunker respects legal syntax and document hierarchy, using rule-
based logic to keep critical elements intact. This ensures LLMs receive coherent, contex-
tually sound inputs, improving retrieval and reducing hallucination in downstream tasks.
To address hallucination risks more systematically, we employ the Retrieval-Augmented
Generation (RAG) framework [Ji et al. 2023, Gao et al. 2024]. RAG improves factual
grounding by retrieving relevant information from documents based on a query before
aligning them to instructions and prompt the LLM. Complementing this approach, we
have relied on heuristics and Named Entity Recognition (NER) to guarantee the LLM
focuses on verifiable facts, real doctrines, statutes, laws, people, and organizations.

For many years, Jusbrasil has been dedicated to advancing its information retrie-
val solutions, guaranteeing users have access to the most precise and comprehensive legal
content available. Machine learning techniques have always played a fundamental role
in our products. However, with the emergence of LLMs, search tools haven’t stayed the
same. These tools are now being designed to better support LLMs, especially for groun-
ding, where the goal is to connect model outputs to reliable, context-specific information.
Information retrieval has moved beyond keyword matching toward semantic retrieval,
aligning with LLMs’ need for semantic relevance, not just lexical similarity. We now are
adding dense retrievers powered by legally tailored embeddings that match intent, not just
words.

Hybrid search and vector databases enable fast similarity search over millions of
embeddings. Ranking strategies are shifting from click-based optimization to contextual
prioritization. Instead of retrieving entire documents, chunking and passage-level retrieval
are becoming standard practices, allowing LLMs to receive focused, relevant context.
This reduces noise and improves the accuracy of grounding. The central goal has become
the retrieval of precise and verifiable context, content that models can reason over with
confidence.

In parallel with retrieval advancements, prompt engineering has emerged as a cri-
tical discipline for legal LLM applications. Legal prompts must be precise, context-rich,
and tailored to the domain. Vague or generic instructions often lead to hallucinations
or misinterpretation of legal concepts. When paired with high-quality semantic retrie-
val, prompt engineering ensures that LLMs not only access relevant legal context but
also reason over it effectively. To support this effort, Jusbrasil brings together a team
of legal experts who collaborate closely with the technology team to craft legally sound
prompts and ensure the accuracy and quality of the generated content. Their deep do-
main knowledge is essential, not only for framing legally precise instructions but also for
anticipating task-specific nuances and edge cases that generic prompts might overlook.



3.2. Knowledge Discovery and Collection Organization

Over the years, Jusbrasil has developed a proprietary set of crawlers to collect legal public
information on the Web. Since acquiring and storing these raw legal data represents only
the initial phase of effective legal knowledge management, this raw data is integrated into
data processing workflows encompassing state-of-the-art techniques ranging from tradi-
tional NLP methods such as regular expressions to classical machine learning strategies.

The legal domain comprises extensive repositories of unstructured textual docu-
ments - encompassing case law, statutory materials, and regulatory frameworks - where
systematic organization and structural extraction are imperative for enabling sophisticated
information retrieval and analytical workflows. More recently, the company has increasin-
gly adopted LLMs to enhance existing solutions and bridge gaps in task performance that
were previously challenging for conventional approaches. This shift has enabled more ro-
bust handling of complex classification, semantic parsing, and document structuring tasks
in the legal domain.

Automated document type classification is fundamental to legal repository orga-
nization, requiring systems to distinguish between contracts, laws, agreements, or court
documents such as decisions, motions and pleadings. This task presents fewer methodo-
logical complexities than other legal NLP applications, as training dataset creation and
model evaluation are facilitated by the discrete nature of document categories and the
availability of established legal taxonomies for ground truth annotation.

Nevertheless, legal documents are characterized by complex linguistic structures,
specialized terminology, and sophisticated legal reasoning presenting unique challenges
for NLP due to their use of archaic language constructions, jurisdiction-specific conven-
tions, and implicit precedential relationships. Moreover, legal tasks such as case analysis
and statutory interpretation require temporal awareness, as legal principles and their in-
terpretations evolve continuously through subsequent rulings, legislative changes, and
regulatory updates.

Furthermore, it is common to legal documents to discuss different legal matters
and present different perspectives on the same legal question as part of the reasoning pro-
cess leading to a decision. Identifying the specific themes or thesis discussed within each
document is crucial but typically requires manual analysis. Creating benchmark dataset
for tasks like this is not trivial due to the expected temporal shifts in legal interpretations
and evolving nature of legal significance, making manual annotation of large collections
prohibitively expensive and time-consuming.

Exploring unsupervised models for Knowledge Data Discovery (KDD) is
a straightforward strategy for extracting insights from large collections. Consi-
dering this, we employ BERTopic [Grootendorst 2022], which combines transfor-
mer embeddings with c-TF-IDF to generate interpretable topic clusters®, integra-
ted with LLMs to identify legal cases addressing similar matters [Vianna et al. 2023,
Vianna and Silva de Moura 2022]. While traditional topic modeling effectively reduces
search spaces through keyword-based clustering, recent LLM integration enhances these
methods by extracting more meaningful legal concepts and generating comprehensive
cluster summaries, creating a robust framework for legal knowledge discovery.

https://maartengr.github.io/BERTopic/index.html



Given the large database of legal documents, it is impractical to extract knowledge
from the entire collection in one shot. Also, there is the temporal constraint that impacts
changes in understandings and legal matters receiving more or less attention because of
the public opinion. Hence, we always work with snippets of the collection, usually in a
period of five years.

The quality evaluation of the clustered documents becomes straightforward since
specialists must not verify each document. Sampling documents in clusters should be
enough to have an indication of the clusters quality. Once defined the sampling strategy,
specialists can attest the legal matters discussed in the sampled documents and compare
them with the cluster representation generated by the LLM. In [Moreira et al. 2024] we
have also applied a similar strategy for KDD on a large collection of legal documents.
In this work we use the LLM to generate new features to improve clustering outputs
iteratively until finding divergent or convergent precedents understandings on a same legal
matter.

3.3. LLM as Judge

As previously stated, evaluating GenAl-based tasks in the legal domain remains chal-
lenging due to the interpretative nature of legal texts and their temporal evolution. At
Jusbrasil, evaluations are guided continuously by legal experts. Even when automatic
methods are employed, expert oversight remains integral, creating a human-in-the-loop
evaluation process. For some tasks, LLMs act as judges using a majority voting strategy,
where multiple models assess the same output and the prevailing vote determines the re-
sult. Nonetheless, expert review is always involved, at least through sampling. In certain
cases, legal specialists intervene to break ties or adjudicate difficult edge cases, ensuring
the evaluations remain legally sound and contextually accurate. The automatic evaluation
strategy using LLMs as judge work as a layer before human validation and follows the
Ragas framework [Es et al. 2024, ExplodingGradients 2024] computing the Faithfulness
and Answer Relevance metrics as well as customizing other metrics such as Paragraph
Faithfulness, Answer Relevance via Prompt, and Conciseness.

4. Conclusions and Future Perspectives

This paper presented the key challenges and practical experiences of applying Generative
Al in legal environments. This challenges span multiple dimensions from data acquisition
to the inherent difficulties in evaluating GenAl-based solutions. Our findings demons-
trate that the challenges can be addressed following multi-faceted approaches rather than
relying on one sole model or technique. Looking toward future perspectives, the deve-
lopment of standardized evaluation metrics and benchmark datasets specifically designed
for legal GenAl applications remains a critical need for optimizing the human-in-the-loop
evaluation procedures.
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